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Executive Summary

PKI offers an elegant way to address distributed authentication issues with peer to peer (P2P) systems in the absence of an institutional authentication authority.  The use of x.509 certificates issued by peers optionally combined with x.509 certificates issued by institutions and with Shibboleth can gracefully handle the wide variety of authentication scenarios faced by LionShare and Chandler without ever resorting to awkward and less secure username/password solutions.  We propose that LionShare and Chandler implement an x.509 based solution as their first authenticated solution and skip the complexity of implementing interim username/password solutions.  We also propose that the two projects (and any others with similar needs) share this solution as much as is practical.
The rest of this document elaborates on the problems inherent in P2P authentication, the advantages of the proposed solution, and proposed actions to implement it.
Authentication for P2P

Peer to Peer (P2P) applications have traditionally been rather short on authentication.  In fact, many people engaging in some of the less legal uses of P2P almost certainly wouldn’t see the value in authenticating to peers.  Yet there are legitimate uses of P2P which do require authentication of peers in order for honest users to utilize their full potential.  Two such uses of P2P are planned by LionShare and Westwood/Chandler.  Both recognize the high value of being able to share information with some peers but not provide free access for all.  This implies that the peers need to be able to authenticate each other, either as individual users or as members of a class of users (e.g. all Penn State users).  This proposal focuses on the case where two peers from different institutions (or not from any institution) want to authenticate with no institutional authentication support such as that provided by Shibboleth or institutional Certification Authorities, but the proposed solution can dovetail nicely with institutional PKI or Shibboleth.
Problems With Username/Password
Authentication between two peers with no institutional infrastructure presents some interesting challenges which traditional authentication schemes don’t handle well, especially as the number of users interacting with each other grows beyond a handful.  In particular, username/password solutions don’t scale well.  Because there is no central authority to manage consistent usernames and passwords, each peer in server mode needs to manage a database of usernames and passwords for peers it is willing to allow to access its protected services.  A user wishing to serve information to ten colleagues will have to somehow generate usernames and passwords for all ten, and those colleagues (or their peer software) will each have to keep track of those usernames and passwords.  And they need to do this for each peer from which they wish to access services.  So a group of ten Chandler users who wish to share calendar information with each other but not with the world would need 100 username/password pairs.  One could possibly ease this situation for the users by automatically saving the username/password pairs in the application, but this involves quite a bit of coding and will likely cause much user confusion and frustration if not implemented very carefully.   Or users could attempt to re-use the same username/password pair on all ten colleague’s systems (assuming the peers let them), but then there is the risk that one peer gets hacked and exposes the other nine to illicit access by the hacker.  

P2P Authentication Requirements
For authenticated peer to peer applications to work, we need to minimize the effort and hassle required of users, or sharing of sensitive data will be severely hampered.  Shibboleth federations or institutional authentication servers can help both LionShare and Chandler conveniently provide authentication services for potentially large groups of users, but this only works if institutional infrastructure is available and only works for groups of users.  These mechanisms won’t work well if a user wants to allow privileged access to a handful of colleagues instead of anyone in a group managed by their institution.  For example, a professor using Chandler isn’t likely to want to share their calendar with everyone from their institution.  Likewise, a group of researchers sharing data via LionShare may not want the rest of their institution to view it until they publish it.  And Chandler explicitly seeks to address users who do not have affiliation with an institution that can provide them with infrastructure.
What we need is an authentication technology that conveniently allows both coarse and fine-grained control of who is authenticated to access a peer’s services while still being able to work without an institutional infrastructure.  
How PKI Fits

With some creativity about what constitutes a Certification Authority and a little flexibility about certificate exchange, PKI can meet our “P2P authentication without institutional support” requirements quite nicely:

1. Each peer can issue its own self-signed end-user x.509 certificates and to be used for access from that peer to services offered by other peers.
2. Alternatively, each peer has the ability to use x.509 certificates issued by an external CA for the end-user credentials (if the user has access to such a service).

3. Each peer has the ability to register for trust end-user certificates issued by other peers (without requiring any root certificates – it will just record the end user certificate as trusted).  Later, it can validate TLS, SASL, or other PKI challenge/response authentications for registered certificates by using the public key in the trusted end user certificate and verifying via decryption that the authenticating party has its private key.

4. Each peer has the ability to register institutional root certificates for trust.  This enables trust for any peer holding a certificate issued by that institution without pre-registration.

5. Each peer can provide access control to its data and services at the institutional (Shibboleth federation or root CA) level or at the individual (registered or trusted via root certificate) level.  To the user, this is presented as “aggregate users” (institutional groups) or “user accounts.  So users could allow access to a particular service by specifying that:

· any valid certificate from an institution is authorized, or
· any peer authenticated as a class of user by Shibboleth is authorized, or 

· a particular user certificate is authorized.

6. For convenience, peers could allow access based on groups of the peer types in 5.  For example, a user could allow access to a collection of images by user 1, user 2, anyone issued an PKI credentials by school 1, or anyone with Shibboleth authentication as faculty from school 2.  This example shows all the possibilities; most user groups would probably be simpler, and some peers might not even use some of the authentication options.

A critical element of item 3 above is how the peer registering the x.509 certificate knows that this certificate represents legitimate credentials for the user requesting access.  A substantial portion of the infrastructure part of Public Key Infrastructure is dedicated to determining certificate trustworthiness automatically without requiring additional exchange of information between client and server.  The potential danger is that a “bad guy” might intercept the certificate in transmission and replace it with a bogus one whose private key they control, thereby gaining illicit access to services on the peer that trusts these bogus credentials.  Traditional PKI relies on a cache of trusted root certificates and then considers certificates issued by those CAs to be trustworthy.  In our distributed “peer-issued certificates” configuration, this doesn’t make sense because we now have potentially many peers issuing certificates.  This is the reason for trusting individual certificates.  But how does the user know to trust the particular certificate they just received from a peer?  And what mechanism should we use for conveying the certificates between peers?  A simple way to handle this is already built into PKI.  DER or PEM formatted files contain x.509 certificates and public keys.  And x.509 certificates have “thumbprint” values which are virtually certain to be at least mostly different for two different certificates.  The user requesting access can send their certificate to the peer with the service (we can automate this using the peering protocol).  Through some other mechanism (email message, IM, phone call, etc.) this user can also send the thumbprint.  The user with the service verifies that the thumbprint matches and accepts the certificate.  This is a manual step, but the user is already doing a manual step to set up special authorization for their colleague.  The extra step can be as easy as a dialog box asking the user to verify the thumbprint and accept or reject the certificate.  This one operation has now given the peer with the service a very strong way to authenticate the client’s peer.  Plus in the case of Westwood it now has the PKI certificate for S/MIME email purposes.
The actual implementation of this is largely standard PKI, and the peer-issued certificates will work alongside CA-issued certificates, using the same implementation for authentication, authorization management, S/MIME, etc.  This approach combined with Shibboleth answers all of Chandler’s and LionShare’s authentication needs in the long run and yet will likely not require much extra effort to implement in the short run than less versatile, weaker, and less user-friendly username/password solutions.  And users only need to learn how to manage one type of authenticated peer credentials instead of dealing with both username/passwords and (eventually, at least in Westwood) x.509 certificates.  The end product will not have any username/password logic in it to maintain and support into the future.
Specific Actions to Take

All of these actions are in collaboration with the PKI Lab and other projects adopting this strategy.

1. Read this proposal, ask questions, brainstorm improvements, and adapt/generalize it as needed.

2. Work with other projects adopting this strategy to identify appropriate crypto libraries to use (Mozilla’s NSS? OpenSSL? Other?).
3. Consider the possibility of sharing the same implementation or portions of the implementation between projects.  GUIs will clearly vary, but the underlying encryption, certificate management, and authentication management code should be re-usable across projects.

4. Define the architecture of your authentication/authorization mechanism incorporating the proposed PKI capabilities.

5. Define your application’s authentication/authorization GUI.

6. Implement the authentication/authorization mechanism and share as much as possible with other projects.

7. Implement the GUI and share as much as possible with other projects.

